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Abstract 

We consider the problem of mapping tasks onto processors in a reconfigurable array architecture. We assume a directed 
acyclic task graph as input. The node weights in the task graph represent their computational requirement; the weight on an 
edge (i, j> is an estimate of the communication requirement between tasks i and j. The problem is to (a) estimate the 
minimum number of processors p to execute all the tasks with the highest possible efficiency, (b) bind each task to a 
processor, (c) schedule the tasks within each processor, and (d) carry out link allocation among processors. We assume a 
realistic model of reconfigurable parallel processors, where each processor can be connected to at most d other processors 
through bidirectional links. The objective of the problem is to minimize the total overall execution time, which includes the 
time spent by the processors in computation, communication, and idling. The mapping problem is computationally hard, and 
we present two algorithms for obtaining near-optimal solutions. The fiit algorithm is a heuristic algorithm based on the 
critical path method and as soon IIS possible scheduling. The second algorithm uses the Boltzmam~ machine model of 
artificial neural networks to solve the mapping problem. We have implemented both the algorithms on a Sun/SPARC 
workstation. Experimental results on a set of benchmark problems indicate that the neural algorithm generates better 
solutions than the heuristic algorithm, but takes significantly larger amounts of time than the latter. The number of neurons 
required in the algorithm is equal to n.p and hence the connection matrix is np X np; thus the neural algorithm is also 
memory intensive and I/O intensive due to swapping. We have devised a parallel divide-and-conquer algorithm which 
decomposes a large mapping problem into several smaller ones and solves the subproblems concurrently on a network of 
Sun workstations. 
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1. Introduction 

We consider the problem of statically mapping 
tasks onto processors in a reconfigurable environ- 
ment. Our architectural model consists of a regular, 
undirected processor graph, where nodes represent 
processors and edges represent bidirectional commu- 
nication links. It is assumed that edges can be deleted 
from this processor graph through suitably program- 
ming the witches associated with the processors. 
This model is appropriate in a number of practical 
situations such as transputer networks [16,6] and 
reconfigurable array processors [24]. The information 
regarding tasks is specified through a directed acyclic 
graph known as the task graph. Each node in the 
task graph T represents a sequence of computations. 
It is assumed that an estimate of the total computa- 
tional requirement of the task is available with each 
of the n tasks, this information is represented as the 
weight COMP, of node i in T, 1 I i I n. A directed 
edge from node i to node j in T represents a 
dependence of task j on task i. Further, the weight 
COMM,, associated with the edge (i, j> represents 
an estimate of the number of information bytes that 
must be communicated from task i to task j. Fig. 1 
shows a task graph on 16 nodes. The edge weights 
are marked on each edge in bold, and the node 
weights are marked on the side of each node in 
italics. The mapping problem is to assign each task i 
in T to one of the p processors. This mapping must 
be carried out with the objective of minimizing the 
overall completion time, which includes three com- 
ponents, namely, the computational time for execut- 
ing the tasks, the communication time involved in 
transfer of information from one task to another, and 
any idling time of a processor which is waiting for 
data transfer from another task mapped to a different 
processor. Fig. 2 shows an efficient mapping of the 
task graph of Fig. 1 onto 3 processors Pr, Pz and P3; 
this mapping was found using our heuristic algo- 
rithm. 

In the literature, the mapping problem is treated 

Fig. 1. A task graph on 16 nodes. 

for the case where the processor graph is fixed (e.g. 
see [26]). For instance, if the target architecture is a 
two-dimensional mesh, then the mapping problem 
bears resemblance to the problem of logic placement 
on printed circuit boards. The tasks would then 
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Fig. 2. A mapping of task graph of Fig. 1 onto 3 processors. 
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correspond to logic modules, and communication 
requirements between tasks correspond to wires. 
Suppose that the cost of a mapping is measured 
simply by the communication cost. If task i is 
mapped to processor M(i), then the communication 
cost is given by 

COST = k ‘2’ COMM( i, j) 
j=i+l i=l 

X *DIST(M(i), M(j)) (1) 

The problem of determining the mapping M which 
minimizes the above cost function is the classic 
quadratic assignmentproblem [9] and is known to be 
NP-complete. If we let the processor graph to be a 
variable, and if we use a cost function which cor- 
rectly models the total overall execution time of the 
tasks, the mapping problem only becomes harder. 
However, due to the practical nature of the problem, 
it becomes necessary to use fast heuristic algorithms 
which provide near-optimal solutions to the problem. 
In this paper, we consider both the variations of the 
problem mentioned above. In other words, the pro- 
cessor graph is not an input to our algorithms, but an 
output; given the task graph, our optimization algo- 
rithms determine the processor architecture (both the 
number of processors and the interconnection net- 
work) which best suits the task graph. Further, we 
also derive the schedule of the tasks assigned to each 
processor; the scheduling information helps us in 
providing an accurate estimate of the cost function. 

The mapping problem has been considered by 
several authors [20,23,15,10,5]. A survey of recent 
work on the mapping problem is given in [23]. As 
the authors of [23] and [lo] note, the existing work 
on solving the mapping problem considers several 
variations of the general mapping problem. Most of 
the authors consider a simplified version of the 
problem; for instance, the problem can be simplified 
by fixing the target architecture [15], ignoring the 
dependencies among tasks [18], or ignoring the com- 

munication requirements among tasks [18]. In a re- 
cent work, Selvakumar and Murthy [20] considered a 
heuristic move-exchange algorithm similar to Simu- 
lated Annealing [14] for solving the mapping prob- 
lem. The authors of [20] did not estimate the total 
execution time for the given mapping; instead, they 
assumed that the execution time is proportional to a 
weighted sum of two factors - a load imbalance 
factor and a communication cost factor. The authors 
assume that the processor topology is fixed; further, 
dependencies among tasks are not explicitly handled 
in their approach. In [lo], the authors considered a 
dynamic mapping problem, where programs have to 
be scheduled and descheduled dynamically. The pro- 
cessor graph is considered as an input by their 
algorithm, and reconfigurable architectures are not 
handled even though reconfigurability would be an 
important aspect in a dynamic situation. 

In this paper, we consider static mapping of tasks 
onto processor graphs. As mentioned earlier, we 
derive the processor graph that best matches the 
topology of the task graph. We use accurate esti- 
mates of total overall execution time by considering 
the schedule of tasks on each processor. We shall 
present two algorithms for the static mapping prob- 
lem. In Section 2, a heuristic algorithm based on the 
critical path method and as soon as possible 
scheduling is described. Experimental results of run- 
ning the heuristic algorithm on several benchmark 
problems are then discussed. In Section 3, we formu- 
late the mapping problem as an optimization prob- 
lem for artificial neural networks [25]. In particular, 
we consider the Boltzmann machine model of neural 
networks [l]. We describe an implementation of the 
Boltzmann Machine on a Sun/SPARC workstation. 
Due to the fact that our neural optimization algo- 
rithm was computationally expensive, we have im- 
plemented the algorithm on a transputer-based multi- 
processor [16]. Section 4 gives the details of the 
parallel neural algorithm and the associated experi- 
mental results. In Section 5 we describe a paralleliza- 
tion of the neural optimization algorithm. 
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2. Heuristic algorithm 

Our heuristic algorithm for the mapping problem 
consists of three phases. In the first phase, called 
processor_allocation, we estimate the number of 
processors p to execute the task graph; the objective 
to be maximized during this phase is the processor 

efficiency. During the second phase, Bind & Sched- 
ule, we assign each task to a processor and fix a time 
schedule for each task. The objective during the 
second phase is the minimization of total completion 
time. Note that the architecture of the processor 
interconnection network is still unknown during the 
second phase. Therefore, the estimate of the commu- 

procedure AllocateLinks (n,p,COMM,MAP); 
(* Comment 

n is the number of tasks; p is the number of processors. 
COMM is an n x n matrix giving communication requirements of tasks. MAP(i) 
gives the processor to which task i has been assigned. MaxDegree is the degree 
constraint on each processor. 

*I 
begin 

(* Phase I *) 

Mark all processors as unconnected; 
for each pair of tasks (i,j) do 
begin 

if MAP(i) = MAP(j) or COMM(i,j) = 0 then skip; 
if degree of MAP(i) < MaxDegree and 

degree of MAPO) < MaxDegree then 
begin 

Add a link between MAP(i) and MAP@; 
Mark MAP(i) and MAPO;) as connected; 

end 
end 

(* Phase II *) 

end; 

for each processor j marked unconnected do 
if there exists a task I mapped to j such that 

COMM(t, t > != 0 and MAP(t 7 # j then 
if there exists a processor j’ such that 

degree of j’ < MaxDegree then begin 
Add a link between j and j ‘; 
Mark j as connected; 

end else begin 
Remove the link (a,b) which is least loaded; 
Add the link &a) or (j, 6); 

end 

Fig. 3. Link allocation algorithm 
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nication component in the total execution time is 
likely to be inaccurate. This factor is handled in the 
third phase, called link_allocation, where the archi- 
tecture is designed to minimize the total communica- 

G, = (V,, E,) be the critical (longest) path in the 
task graph, and T, be the weight of the critical path, 
defined as below: 

tion time. T, = c Wi (2) 
2.1. Processor allocation 

The processor allocation algorithm used in our 
program is based on the critical path method. Let 

iEV, 

The total execution time of the task graph on a 
uniprocessor is indicated by TI. Ignoring communi- 

procedure Bind&Schedule (n!p, R) 
{ n is the number of tasks. p is the estimated number of processors. 

R is the ready list computed in Phase I.} 
begin 

for i := I top LOAD(i) = 0; 

e,,t,g := mean (es for all iJ; 

for i := I to n 
begin 

t := R(i); 
S := { u 1 (u,5) is an edge in Er} 
if S is empty then begin 

Find the least loaded processor j 
i.e. LOAD@ = min ( LOAD(i) } for I 5 i 5 p. 
Assign t to j; 

end else begin 

for each task u in S begin 

Find processor j to which u is assigned; 
if (LOAD@ < Start time oft) then 

LOADO) := Start time oft; 
end; 

Find a task v such that v belongs to S 

and evr = mux {eUJ for all 24 in S; 
Letj be the processor to which v is assigned; 
if (e, > e& then 

assign t to j; 
else 

end 
assign t to the least loaded processor j; 

LOADO) := LOAD@ f W(t); 
end 

end 
Fig. 4. Heuristic binding and scheduling algorithm. 
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cation costs, a parallel algorithm can use at most p 

processors effectively, where 

(3) 

2.2. Binding and scheduling 

During the processor allocation phase, when the 
task graph is traversed to find the critical path, we 
also form a ready list R of tasks. Each entry in the 
list R is a tuple of the form (t, s, W), where t is the 
task number, s is the earliest time the task t can be 
started, and W is the execution time of the task t. 
The list is sorted in the ascending order of s (primary 
key) and descending order of W (secondary key). 
The estimated number of processors p, and the 
ready list R are passed on as an input to the task 
binding and scheduling algorithm shown in Fig. 3. 
The algorithm maintains for each processor j, a 
variable LOAD(j) which indicates the total compu- 
tational load on the processor j and any idling time 
that may be associated with processor j. The algo- 
rithm assigns tasks one by one, in the order of the 
ready list. If a task t is independent or if all its 
preceding tasks have been completed, then the algo- 
rithm assigns t to the least loaded processor. If a 
task depends on one or more other tasks, then the 
algorithm computes the set S of these preceding 
tasks. An attempt is made to minimize the communi- 
cation overhead of the parallel algorithm by assign- 
ing the task t to the processor j on which the task u 
that communicates most with t has been assigned. 
Finally, if the task t picked up from the ready list is 
not yet ready to execute (at least one of its preceding 
tasks have not yet completed), then the processor 
which is free and ready to accept the task t is made 
to wait until t attains its ready state. 

2.3. Link allocation 

The heuristic link allocation procedure that we 
have adopted in our system is described in Fig. 4. 
Initially, there are no links between any processors. 
The algorithm considers all pairs of tasks (i, j) that 
need communication, and, if i and j have been 
assigned to two different processors MAP(i) and 
MAP(j), the algorithm adds a link between these 
processors; before adding a link, the algorithm veri- 
fies that the degree constraint is not violated by 
adding the link. If a link of the form (a, b) is added 
during this first phase of the algorithm, then the 
processors a and b are marked as connected. In the 
second phase, the algorithm ensures that no proces- 
sor that needs a connection is left unconnected. (A 
processor a is said to need a connection if a task t 
has been mapped to a and t communicates with 
another task t’ that has not been mapped to a.) The 
algorithm attempts to link such an unconnected pro- 
cessor u to another processor u for which the degree 
constraint will not be violated by adding the connec- 
tion (u, v). If no such processor v exists, then the 
algorithm creates such a processor by deleting a link 
(a, b) which is least loaded. The load on a link 
(a, b) is defined as 

load( a, b) = c COMM( t, t') . 
MAP(r)=a,MAP(t')=b 

(4) 

The rationale behind the removal of a least loaded 
link is to reduce the overhead incurred by not having 
a direct connection to support the communication 
between tasks that are mapped to processors a and 
b. The following properties are ensured by the algo- 
rithm. 

Property 1. If two tasks t and t’ need communica- 
tion, then either both t and t’ are mapped to the 
same processor, or a communication path exists be- 
tween the processors to which t and t’ have been 
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mapped. Furthermore, the algorithm attempts to min- 
imize the length of such a communication path. 

Property 2. During the second phase of link alloca- 
tion, the deletion of a link (a, b) will not cause either 
a or b to become disconnected. (This is clear from 
Fig. 4. We can prove the statement by contradiction. 
Suppose that a becomes disconnected by deleting 
the link (a, b). This means that the degree of II was 
1 prior to deletion. But the algorithm would not 
execute the delete statement when the degree of 
processor II is within the specified constraint.) 

The heuristic link allocation procedure provided 
good solutions to many of the benchmark problems 
which we attempted. These results are given in the 
final section. In the next section, we discuss a neural 
optimization algorithm for the mapping problem. 

3. Neural networks and optimization 

Artificial Neural Networks (ANN) are being stud- 
ied for a number of important problems of practical 
interest, such as Computer Vision, Robotics, Process 
Control, and so on [25]. In the recent past, several 
authors have investigated the use of ANN for solving 
optimization problems such as the travelling sales- 
person problem [l&19]. Two models of artificial 
neural networks have been used for solving opti- 
mization problems - the Hopfield-Tank model [l l] 
and the Boltzmann machine model [1,3,12,22,25]. 
The Hopfield-Tank model is known to have conver- 
gence problems when used to solve large problems. 
In this paper, we restrict our attention to Boltzmann 
machines. The Boltzmann Machine is a connectionist 
neural network model where information is repre- 
sented in the connections which interconnect the 
neurons. In the recent past, the Boltzmann Machine 
has been successfully used in the solution of prob- 
lems such as the travelling salesman problem [3,19], 
graph coloring [2], load balancing [12]. Simulated 
Annealing [14] is an optimization algorithm similar 

to Boltzmann machines and has been used to solve 
problems of processor allocation in fault-tolerant dis- 
tributed systems [8,17]. However, the annealing al- 
gorithm is computationally intensive and, although 
there have been a number of attempts to parallelize 
the Simulated Annealing algorithm, there does not 
appear to be a simple and immediate way to achieve 
a parallel realization. The use of Boltzmann Ma- 
chines provides a natural framework directed to par- 
allel execution, since neural networks are intrinsi- 
cally parallel models of computing [2,19]. 

3.1. Boltzmann machine 

A Boltzmann Machine (BM) may be viewed as a 
hardware implementation of the Simulated Anneal- 
ing algorithm [14] for combinatorial optimization. A 
BM consists of a number of neurons, say N, inter- 
connected through synapses. Each neuron can be in 
one of the two states, on or off. The configuration of 
the BM is the N-vector of the on/off states of the 
neurons. There are 2N possible configurations of a 
BM. A synapse is said to be active when the two 
neurons which share the synapse are both on. With 
each synapse is associated a weight (a real number); 
an active synapse contributes its weight towards the 
consensus function C of the BM. Fig. 5 shows a 

Fig. 5. A Boltzmann machine with 9 neurons. 
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Boltzmann machine with 9 neurons S, . . . S,. Since 
each neuron is connected to every other neuron, 
there are 81 synapses in this BM; however, for 
purposes of clarity, only some of the synapses are 
shown. Due to its rich connectivity, Boltzmann Ma- 
chines are often classified as connectionist models of 
computing. The neurons need not be organized in the 
form of a mesh as shown in Fig. 5; the topology of 
the neurons is dependent entirely on the problem 
being solved. The consensus represents the cost func- 
tion in the optimization problem being solved, and 

needs to be maximized by choosing a configuration 
of the neurons and activating the corresponding 
synapses. A BM can change its configuration by 
modifying the state of one or more of its neurons. 
The resulting neighborhood configuration is accepted 
as the next configuration either if the neighborhood 
configuration 1 has a higher consensus than the 
previous configuration k, or if the configuration E 
has a lower consensus than k, but is still acceptable 
on a statistical basis, i.e. the acceptance probability 
A, is larger than a uniform random variate in the 

procedure BoltzmannForMapping (T,, T,., 0~. M) 
(* Comment 

T, is the Initial Value of Temperature. 
T, is the Final Value of Temperature. 
CL is the rate of cooling. 
M is the number of state transitions per temperature. 

‘) 
begin 

0 := T,; 
Initialize U-Matrix; 
while (0 > Tr) 
begin 

for i := 1 to M 
begin 

Select row r, column c of U-matrix at random; 

U[rlkl = 1 - Li[rl[cl; 
if U[r][c] = 1 then 

forj := 1 top 
if (j != c) then c’[rJ[i] = 0; 

else begin 
Select a column c ’ at random (* c ’ != c *) 

end, U[rl[c ‘I = 1; 

Compute 6,; 
if (6, > 0) or 

(rand < acceptance probability) 
Accept the move; 

else 
Reject the move; 

end; 
@ := @ * a; 

end; 
end; 

Fig. 6. Boltzmann machine for the mapping problem. 
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range (0, 11. In a BM, the acceptance probability A,, 
is a function of the relative change 8, in the consen- 
sus between k and 1, and a parameter T known as 
temperature. The parameter T is gradually reduced 
over time in a manner similar to Simulated Anneal- 
ing [14]: 

1 

Akl= (1 + e-W-) (5) 

3.2. Solving the mapping problem on a Boltzmann 
machine 

In order to solve the mapping problem, we con- 
sider a Boltzmann machine of n.p neurons, where n 
is the number of tasks and p is the number of 
processors estimated earlier using the critical path 
method. The neuron (i, j) is in the on state if task i 
has been mapped to processor j. The states of the 
neurons are represented using an n Xp neuron state 
matrix U. Two types of synapses are used to connect 
the neurons, namely bias and excitatory. In the 
original Boltzmann machine model, a third type of 
synapse known as inhibitory synapse is used [3] to 
avoid invalid solutions to the optimization problem. 
As we shall explain later, in our formulation of the 
neural optimization problem, we ensure that the BM 
never enters an invalid state; this makes inhibitory 
synapses unnecessary, saving us a considerable num- 
ber of links. The excitatory synapses are used to 
encourage mappings that lead to small execution 
time. There are 2”p possible configurations of such a 
machine, and only p” of these correspond to valid 
ones. The authors of [3] observed that the BM often 
converged to solutions of inferior quality; they at- 
tributed this to the following reasons. First, it was 
observed that the difference of consensus between a 
good and a poor solution is relatively small as 
compared to the difference in consensus between a 
valid and an invalid solution. This necessitates a 
slow decrement in the control parameter T if near- 

optimal solutions are sought. Second, a transforma- 
tion of one valid solution to another valid solution 
passes through a number of configurations which 
represent invalid solutions that may have very small 
consensus. This increases the probability of becom- 
ing trapped in locally optimal solutions whose cost 
deviates substantially from that of an optimum solu- 
tion. In this paper, we modify the BM architecture of 
[3] to overcome the above problem by disallowing 
moves that lead to infeasible solutions while trans- 
forming one solution into another. Our neural opti- 
mization algorithm for the mapping problem is shown 
in Fig. 6. 

3.2.1. Excitatory matrix 
The neurons in our Boltzmann machine are laid 

out in a matrix form, with n rows and p columns. If 
a neuron i is in row r and column c of the matrix, 
then its number is i = r.n + c. The strengths of the 
synapses are set as follows. The strength E(i, j) of an 
inhibitory synapse between neurons i and j is set to 
--m if neurons i and j are in the same row of the 
neuron matrix. This is to prevent two neurons in the 
same row r to be in the ON state, which would in 
turn imply that the task r has been mapped to two 
different processors. If two neurons i and j are in 
the same column of the neuron matrix, then we set 
E(i, j) as 

E( i, j) = MAX,,,[COMM( t, t')] . (6) 

The reason for the above assignment is to encour- 
age the assignment of two communicating tasks onto 
the same processor. For two neurons i and j in two 
different rows r and r’, and two different columns c 
and c’ we set 

E( i, j) = MAX,,,[COMM( t, t’] - COMM( r, r’). 

(7) 

This encourages the assignment of tasks r and r’ 
to two different processors c and c’ when 
COMM(r, r’) is small. The strength E(i, i) of a bias 
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synapse is set to the total execution time of all tasks 
i.e. CCOMP(j)l I j I n. By selecting the bias 
strength E(i, i) to be CCOMP(j), we ensure that the 
consensus function does not become negative; this 
will become clear when we discuss the consensus 
function. 

3.2.2. Consensus function 
Given the state matrix U of the Boltzmann ma- 

chine, the consensus function f is defined as 
n.p- 1 n.p-2 

f= _C C Q*L$*E(i, j). 
j=i+l i=O 

We have seen how the strengths E(i, jj of the excita- 
tory matrix are selected in the previous section. In 

our application, the consensus function has two parts, 
one corresponding to the total execution time and the 
other corresponding to the total communication time. 
Since the neural algorithm requires only the change 
in consensus Sf, we only evaluate Sf in our algo- 
rithm (see Fig. 7). There are two components to Sf, 
Sf_ exec and Sf_ comm, which respectively measure 
the change in execution time and communication 
time due to the altered state of the neural network. 
Assuming that the task i has migrated from proces- 
sor j, to processor j2, Sf_ exec is computed by 
finding the new finishing time for each of the tasks i 
to n. In Fig. 7, PRED(i) indicates the set of all tasks 
that are immediate predecessors of task i, and 
MAX(s) returns the maximum of the set S. 

function delta_consensus((i, g,,j: ) 
(* Comment : Finding the incremental consensus 

when the neurons (i,j,) and (i,jJ switch states *) 
begin 

(* F is a list of finishing times of tasks 1 to n in the previous solution, The 
Jigorithm maintains task numbers in the topologically sorted order. Thus the 
starting time of task i is not larger than the starting time of i+l. F’ is the list of 
finishing times in the new solution. *) 

for k := 1 to i-l do F’(k) := F(k); 

newexec := 0; 
for k := i to n do begin 

F’(k) = MAX ( F ‘[PRED(k)] ) + COMP(k); 
newexec := newexec + F’(k); 

end 
Gf_exec := prevexec - newexec; (* prevexec is the execution time for the 

previous solution. *) 
newcomm := 0 
for k := 1 to n 

forj := I top 
newcomm = newcomm + E(i*n+j,,i*n+j,) YJ(i,j) *U(i,jJ; 

Gj_comm : = prevcomm - newcomm; (* prevcomm is the communication time 
for the previous solution *) 

return @f_exec + Gf_comm); 
end 

Fig. 7. Computing the incremental consensus 



C.P. Ravikunw, N. Vedi/Microprocessing and Microprogramming 41 (1995) 137-151 147 

4. Results Table 2 

We have implemented both the heuristic algo- 
rithm described in Section 2 and the neural algorithm 
discussed in Section 3 on a Sun SPARC in the C 
Programming language. We implemented a parallel 
version of the neural optimization algorithm on the 
Meiko transputer. Our optimization algorithms have 
been tested on several benchmark problems. Many of 
these are problems published in the literature, and 
some large instances were created artificially. While 
some problem instances were randomly generated, 
some others correspond to specific problems such as 
Sorting, LU Decomposition, Median Filtering, and 
so on. We implemented a program which reads in 
the dependence matrix corresponding to a nested 
loop and expands it into a dependence graph on a 
specified number of nodes.Table 1 shows the perfor- 
mance of the heuristic algorithm of Section 2 on 
several problem instances. EXl corresponds to the 
example task graph considered in Fig. 1. SORT is 
the task graph corresponding to a merge-sort algo- 
rithm. Bandp and AR correspond to signal flow 
graphs of a bandpass filter and AR filter respec- 
tively. R60 is a 60-node task graph generated ran- 
domly. RAND16 is a 16-node task graph, also gener- 
ated randomly. 18 is an instance of an g-node task 
graph with no links. SUPER1 and SUPER2 corre- 

Results of the neural optimization algorithm 

Ex. Size P = Pop1 P = Pop1 + 1 P = Popt - 1 

n e ps U s U s ll 

EXl 16 22 3 2.60 0.87 2.88 0.77 1.95 0.98 

SORT 15 14 3 2.15 0.72 2.39 0.59 1.72 0.86 

Bandp 31 57 4 3.15 0.79 3.42 0.68 2.73 0.91 

AR 30 49 4 
R60 60 56 3 1.16 0.39 1.24 0.31 1.13 0.57 
SUPER1 10 16 3 2.32 0.77 2.32 0.58 1.83 0.92 

SUPER2 9 13 3 2.25 0.75 2.25 0.56 1.74 0.87 
RAND16 16 27 2 1.43 0.72 1.14 0.37 1.00 1.00 
I8 8 0 5 4.85 0.97 5.00 0.83 3.11 0.78 

spond to task graphs from [26]. In the table, n 
denotes the number of nodes in the task graph and e 
denotes the number of edges. port indicates the 
optimal number of processors as found by the heuris- 
tic algorithm; in order to test the processor allocation 
strategy, we also considered using port + 1 and pOrr 
- 1 processors. As can be seen from Table 1, the 
processor utilization (u) decreases when p is in- 
creased above popt and only small increases are 
observed in the speedup (s) in a couple of instances. 
When the number of processors is decreased below 

P opt, the speedup falls, but the utilization improves. 
The execution time of the heuristic algorithm on a 
Sun SPARC was within 2 seconds of CPU-time in 
all the reported instances. 

Table 1 
Performance of heuristic algorithm 

Ex. Size P=Popt P = PO@ + 1 P = Pop1 - 1 

n e ps ll s U s U 

EXl 16 22 3 2.07 0.69 1.99 0.50 1.68 0.84 
SORT 15 14 3 2.04 0.68 2.04 0.51 1.81 0.91 
Bandp 31 57 4 2.36 0.59 2.30 0.46 2.09 0.70 
AR 30 49 4 2.64 0.66 2.65 0.53 2.50 0.83 
R60 60 56 3 2.70 0.90 2.70 0.67 1.29 0.65 
SUPER1 10 16 3 2.25 0.75 2.25 0.56 1.74 0.87 
SUPER2 9 13 3 2.34 0.78 2.34 0.58 1.75 0.87 
RAND16 16 27 2 1.13 0.56 1.14 0.37 1.00 1.00 
I8 8 0 5 5.00 1.00 5.00 0.83 3.44 0.86 

Table 2 shows the results obtained by the neural 
optimization algorithm for the problem instances 
mentioned above. As can be seen, the neural algo- 
rithm generated better solutions than the heuristic 
algorithm in most of the cases. In the example of the 
AR-filter, however, it performed poorly and gener- 
ated solutions whose speedups were less than 1; we 
have left the corresponding row blank. The neural 
algorithm is computationally more expensive than 
the heuristic algorithm. The initial temperature was 
selected as follows. We begin with the completely 
sequential solution to the mapping problem by set- 
ting U(i, 1) = 1 and U(i, j) = 0 for all i 2 1 and 
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i > 1. We then attempt moving each task to one of 
the p - 1 remaining processors. For each of the 
resulting n * p solutions, we compute Sf and keep 
track of the maximum value of SJ The initial 
temperature is taken to be ten times this maximum 
value and the final temperature is taken to be one 
tenth the maximum value of Sf. The cooling rate 
was selected to be close to 1, usually 0.95 to 0.999. 
The number of iterations M per temperature was 
problem-dependent, usually selected as 2000 for a 
problem of say 20 nodes. The algorithm was termi- 
nated if no improvement in consensus was found in 
5 successive temperatures. With this annealing 
schedule, it is clear that the number of moves at- 
tempted by the neural algorithm in the worst case 
may be as large as 

log r(J 100 
*M 

l%,, a 

Further, the selection of M is dependant on the 
problem size n. It is therefore the case that for larger 
problems, the neural algorithm takes considerable 
amount of CPU-time. For example, in the problem 
instance RAND16, IZ is 16, and the algorithm took 
48 seconds of user-time, even though it converged 
after 10 temperatures. In order to overcome the 
problem of excessive computational requirement, we 
have implemented a parallel version of the neural 
algorithm on a network of workstations. The next 
section presents the details of our parallel algorithm. 

5. Parallel neural optimization algorithm 

The neural algorithm of the previous section is 
memory-intensive, requiring to store an n.p X n.p 
excitatory matrix for a Boltzmann machine with n.p 
neurons. The key idea behind the parallel algorithm 
is to divide and conquer. A large task graph is 
decomposed into several smaller subtask graphs 
which are solved concurrently using the neural algo- 

rithm. The resulting solutions are then combined to 
yield a solution to the original problem. 

5.1. Task graph partition 

Our parallel algorithm is targeted to work on a 
network of workstations using the PVM 3.0 software 
[4] for distributing the computations. If m worksta- 
tions are available for distributed computing, we 
partition the task graph T into m subtask graphs 

T,, Tz,..., T,, such that each subtask graph gets 
nearly the same number of nodes and the sum of the 
weights of the edges of T which are cut in the 
partition process is as small as possible. The motiva- 
tion behind such an objective is to keep the interac- 
tion among the subproblems as small as possible, 
and to achieve load balancing during distributed 
computation. It is well known that the balanced 
multi-way graph partition problem is NP-complete 
[9]. We used the simulated annealing heuristic [14] to 
generate an m-way partition of the task graph. 

5.2. Solution of subproblems 

The subtask graphs obtained through the task 
graph partition process are solved concurrently using 
m copies the neural algorithm running on different 
workstations. The Parallel Virtual Machine (PVM) 
3.0 software [4] was used in distributing the compu- 
tation across workstations. Note that each subtask 
graph has approximately n/m nodes, and thus each 
instance of the parallel neural algorithm requires 
(n.p>/m neurons. There is thus a factor l/m2 re- 
duction in the size of the connectivity matrix of each 
instance of the neural algorithm. 

5.3. Merging the solutions 

If the task graph partition procedure does not cut 
any of the edges in the original task graph T, then 
merging is simply a matter of enumerating for each 
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Table 3 Table 4 
Results of parallel algorithm on 32-point FDCT example Results of parallel neural algorithm on 16-point FFT 

m P Task graph Run-time of Speedup 
completion parallel w.r.t. m = 2 
time algorithm 

2 32 19 440.6 1 
3 36 17 204.5 2.15 
4 44 14 176.0 2.5 
6 72 13 181.5 2.42 
9 107 12 218.5 2.01 

processor i, 1 I i <p, the tasks assigned to the 
processor by the jth instance of the neural algorithm, 
1 <j I m. If there exists a link (p, q) in the task 
graph T which has been cut during the partition, 
then essentially we have ignored the dependence 
between tasks p and q. Thus the task q must be 
rescheduled and so must the tasks which in turn 
depend on the completion of q. Similarly, it may be 
necessary to add a link between the processors to 
which tasks p and q have been assigned, if such a 
link does not already exist. Fig. 8 shows the algo- 
rithm which patches up the solutions to the subtask 
graphs. 

m P Task Execution Speedup 
completion time of 
time parallel 

algorithm 

1 16 8 146.22 1.00 
2 16 11 26.11 5.60 
4 16 7 41.29 3.54 
5 22 7 47.09 3.10 
8 30 6 75.41 1.94 

5.4. Results 

We ran our parallel algorithm on a number of 
benchmark examples, including those which have 
been discussed already in Section 4. We could solve 
much larger problems using the parallel algorithm. 
For instance, we could complete the 288-node, 422- 
edge, 32-point Fast Discrete Cosine Transform 
@DCl? task graph using the parallel algorithm (see 
Table 3). Results obtained on an 80-node, 128-edge 
16-point Fast Fourier Transform (FIT) task graph 
are shown in Table 4. 

procedure MergeSolutions; 
begin 

for i := 1 to m do 
Read the mapping M,, link allocation L,, and schedule S, 

generated by instance , of the neural algorithm; 
Let TS be the list of nodes in task graph T in topological sorted order; 
for i := I to n do begin 

q := TS(i); 
for each task p on which q depends do begin 

if (start-time(q) < start-time(p) + exec_time(p) then 
start-time(q) := star_time(p) + exec_time(p); 

if p and q have been assigned to different processors 
and there does not exist a link between them then 

use AllocateLinks procedure to add a link; 
end 

end 
end 

Fig. 8. Merging of solutions in the parallel divide-and-conquer algorithm. 
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6. Conclusions 

While several authors have considered mapping 
of tasks to an array of fixed topology, we believe 
ours is the first attempt to map tasks to a reconfig- 
urable array whose topology can be altered. We 
have formulated the problem as a combinatorial opti- 
mization and provided two algorithms for solving the 
problem. A heuristic algorithm based on critical 
path scheduling and several other heuristics for link 
allocation and binding provides quick and reasonably 
good solutions. We also studied the use of a special 
class of neural networks, called Boltzmann Ma- 
chines, for solving the optimization problem. It was 
found that the heuristic algorithm provides fast and 
good solutions for regular task graphs. On the other 
hand, the neural algorithm is much slower than the 
heuristic algorithm, but provides superior solutions 
than the heuristic algorithm for irregular graphs with 
skewed distribution of node and edge weights. The 
chief drawback of the neural optimization algorithm 
is its excessive computational requirement. In order 
to overcome this problem, we have presented a 
parallel algorithm which works by partitioning the 
task graph into a number of subgraphs and uses 
several Boltzmann machines to solve the subprob- 
lems concurrently. The parallel implementation al- 
lowed us to solve much larger problems such as the 
32-point FDCT example, which could not be solved 
using the sequential version. 
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