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Abstract

In this paper, we describe a parallel search-and-learn
technique for obtaining high quality solutions to the
Travelling Salesperson Problem (TSP). The combi-
natorial search space is decomposed so that multiple
processors can simultaneously look for local optimal
solutions in the subspaces. The local optima are then
compared to "learn" which moves are good - a move
is: defined to be good if all the search processes have
voted in consensus for the move. Based on this learn-
ing, the original problem is transformed into a con-
strained optimization; a constraint requires a specific
edge to be included in the final tour. The constrained
optimization problem is modelled as a TSP of smaller
size, and is again solved using the parallel search tech-
nique. This process is repeated until a TSP of man-
ageable size is reached, which can be solved effectively;
the tour obtained at this last stage is then expanded
retrogressively until the tour for the original problem
is obtained. The results of parallel implementation on
a 32-node transputer are described.

1 Introduction

The travelling salesperson problem (TSP) is impor-
tant both from a theoretical and practical point of
view, and a great deal of research effort has been ex-
pended in looking for good heuristic techniques and
approximation algorithms for the problem [3]. Prob-
lems such as automatic insertion of components on a
printed circuit board and drilling of holes in a printed
circuit board are instances of the TSP [7], Since the
problem size in these instances can be very large, in

the order of thousands, a number of authors have pre-
sented parallel algorithms for the TSP [1, 2, 7]. Lai
and Sahni described a parallel Branch-and-Bound al-
gorithm, where several live nodes of the branching tree
are expanded simultaneously [2], They showed that
an anomalous behaviour may be exhibited by the par-
allel algorithm, namely, the time taken by the parallel
algorithm using n2 processors may be larger than the
time taken using n\ processors even when n2> ni.

A different parallelization technique is described in
[l]. The authors decompose a large TSP into several
smaller ones using a clustering technique, The smaller
instances of the TSP are solved simultaneously us-
ing a heuristic known as adaptive thresholding. Each
cluster is regarded as a "super vertex" and a Hamilto-
nian path is found connecting the super vertices; this
step is also solved using adaptive thresholding. The
solutions to the smaller TSP problems are merged us-
ing the Hamiltonian path through the super vertices
as a guide. A parallel randomized search technique
was described in [7], where the author used powerful
local search techniques such as "two-opt" and "three-
opt" [4] on multiple processors to explore the search
space in parallel. A local search technique such as
two-opt requires an initial tour. Several initial tours
were generated using a randomized procedure. The
author described a number of variations of parallel
randomized search and compared their performance
on benchmark problems.

In this paper, we describe a parallel search tech-
nique which is an extension of the work reported in
[7], These extensions are two-fold. (1) Unlike ran-
domized selection of initial tours, we describe a deter-
ministic selection procedure and prove its search effi-
ciency. (2) In [7], the tour of minimum cost among
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the k local optimal tours found through parallel ran-
domized search was reported as the final tour. In this
paper, we describe a "learning" technique which ex-
amines the k local-tours found by the parallel search
procedure and looks for edges which have consensus
voting in all the k local searches. Only these common
edges are retained for the final tour. The original
problem is then collapsed into a smaller TSP using
the common edge information. The smaller problem
is also solved using a parallel search procedure. The
process is repeated until the size of the derived TSP is
small enough that it can be solved efficiently using an
enumerative technique. We then show how the final
solution to the original TSP can be constructed by re-
tracing through the solutions of the smaller problems.

In Section 2, we describe the overall structure of
our search-and-learn algorithm. Section 3 describes
the generation of initial tours and develops theoretical
results to prove the efficiency of the search procedure.
In Section 4, we describe the technique used for re-
ducing the problem size. Section 5 describes the con-
struction of the final solution. We have implemented
our algorithm on a Meiko transputer array; results on
benchmark problems are discussed in Section 6, and
conclusions are presented in Section 7.

2 Search &: Learn Algorithm

The essential idea of the search-and-learn algorithm
may be understood through Figure 1. The input to
the algorithm is a symmetric weight matrix of dimen-
sion n x n; Wij represents the cost (distance) of trav-
elling from city i to city j or vice versa. There are six
major steps in the algorithm, numbered SI through
S6. The first step is to generate initial tours which
will be used as starting states in the local search step
which follows (S2). The number of inital tours is a
function of n, as will become clear in the following
section. The local optima generated in step S2 are
examined for common edges in the following step; Sec-
tion 4 explains this concept in more detail. Using the
list of common edges, the Reduce procedure collapses
the TSP at level i into a smaller TSP. The essential
idea in collapsing is to merge two cities joined by a
common edge into a "super city". An entire chain of
cities can be merged into a single super city. Wi+i
represents the weight matrix of the smaller TSP.

The entire process consisting of Steps SI through
S4 is repeated if the size of the smaller problem is
above a value denoted neasy. Typically, necuv is 10
or less. The tour Teasy will travel through cities and
super cities. Each super city x is now expanded into
the chain of (super) cities x represents. This expan-
sion procedure is repeated recursively until we obtain
a Hamiltonian tour through the original set of n cities.
We show in Section 5 that the tour expansion problem
is a non-trivial optimization problem and describe a
heuristic technique to solve the problem.

3 Parallel Search

In a technique called Parallel Randomized Search
described by this author in [7], a number of local
searches were conducted in parallel starting at ran-
domly selected initial tours. The best of the local
optima was retained as the final TSP tour. The ef-
ficiency of the parallel search procedure is dependent
entirely on the selection of the initial tours. Thus, for
instance, r > 1 of the k inital tours are identical, then
effectively only k — r + 1 searches take place. More
seriously, if s > 1 of the k local searches generate
a common state during the search process, all the s
searches will thereafter cover the same search space.
This is because deterministic local search procedures
such as "two-opt" are utilized in [7]. In this paper,
we show how the search efficiency can be improved by
carefully selecting the initial tours. Our selection oi
initial tours makes use of the fact that the local search
procedure is based on the "two-opt" algorithm. We
first need the following definitions.

We shall begin with some definitions. For any pos-
itive integer n, we define <f>(n) as the number of pos-
itive integers smaller than n and relatively prime to
n. The permutation representation of a tour T on a
set of n cities labelled 1,2, 3, • • • ,n is a permutation
of 1 2 • • • n such that P(l) is the initial and final city
of the tour, and P(i) is the ith city visited by T.

3.1 Selecting Initial Tours

Figure 2 illustrates the procedure for generating the
initial tours. The procedure generates ^^ tours. Ii
a multiprocessor with p > 1 processors is available,
a{n, p) — ™^ initial tours can be distributed to each
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processor so that a(n,p) local searches can be carried
out by each processor. The local search algorithm
used in our implementation is the popular two-opt
procedure first introduced by Lin and Kernighan [4].
As a result, the generation of initial tours is tailored
to generate tours that are "distant" from one another
in the two-opt sense.

The distance between two tours T\ and Ti is de-
fined as the minimum number of two-opt moves re-
quired to transform Ti to T2 (or vice versa). We shall
prove that the distance between any two tours can be
at most n — 2 (Theorem 1) and that our generation
procedure assures that any two generated tours are
guaranteed to have a distance of at least j (Theorem
2). Due to this property, the parallel local searches are
Jess likely to have overlapping subspaces. We also pro-
vide experimental evidence for this search efficiency at
the end of this section.

Lemma 1 The algorithm of Figure 3 sorts the input
permutation P.

Lemma 2 The statements within the "if" block of
Figure 3 correspond to a two-opt move.

3.2 Distance Between Tours

Theorem 1 Let T be a tour on n cities. T can be
transformed into the tour 12 3 • • • n in at most n—2
two-opt moves.

Lemma 3 // no edge is common between two tours
T and T', then it takes at least j two-opt moves to
transform T into T' or vice versa.

Theorem 2 Consider any two tours T\ and T2 gen-
erated by the algorithm StartingTours of Figure 2. It
takes at least j two-opt moves to transform T\ into
T;j or vice versa.

3.3 Search Efficiency

We define an index E to measure the efficiency of the
multiple searches conducted. Let /z be the number
of local optimal tours which have different cost mea-
sures. Now, if two tours have different lengths, they
mast necessarily represent two different tours. Fur-
ther, if two two-opts converge to two different tours,
thsn they could not have generated the same inter-
mediate state. (If they did, the nature of the two-opt

algorithm would force them to converge to the same
local optimum tour.) Therefore, E = %, where k is
the total number of local searches conducted, is an in-
dication of the "useful" search carried out. The closer
E is to 1, the surer we are that the multiple search
spaces are disjoint. We experimentally evaluated E
on several benchmark problems. Table 1 lists the re-
sults.

The number of initial tours selected at level i of the
algorithm is ^ d . The complexity of a single local
search is O(n%). Therefore, the time taken for local
searches is given by

_ v ^ 4>{m) o( 2-, m
-'seg — search — £^ „ ^v i I \lI

T —
•'•par — search — 2p (2)

The speedup over a uniprocessor in conducting the
local searches is close to p, where p is the number oi
processors. In fact, since the complexity of the local
search step dominates over the remaining steps in the
overall algorithm, the speedup of the entire parallel
algorithm may be expected to be close to p. Our
experimental evidence also confirms this (See Section
6).

4 Problem Reduction

The "learning" in our algorithm is characterized by
the identification of decisions that are common to all
(or most) of the local searches carried concurrently
in Step S2. These decisions are of the form "include
edge (i,j) in the final tour." An edge (i, j) will be
selected for inclusion in the final tour if there is con-
sensus among kc of the k local search processes re-
garding the inclusion of an edge (i, j). The degree
of consensus (DOC) is denned as the ratio kc/k. In
our implementation, we initialize DOC to 1 (i.e. 100
percent consensus) for the first level and reduce it in
a geometric progression (series coefficient = 0.9) for
level > 1. An edge (i,j) over which there is consen-
sus among the processes is called a "common edge"
hereafter.

Suppose that e edges are identified as common
edges at the first level. We can derive a modified
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version of TSP where a Hamiltonian circuit must be
constructed to visit n cities with the constraint that
the e edges be included in the circuit. It is vital that
the inclusion of common edges in the final tour does
not cause violation the Hamiltonian property. To en-
sure this, we disallow a common edge (i, j) if it either
forms a cycle with other common edges or if it in-
creases the degree of either i or j above 2. In other
words, the common edges in our implementation are
restricted to form chains of length 1 or higher.

A TSP on n cities is known to have ^n~ '' solutions.
The identification of e common edges can reduce the
search space considerably. The best case occurs when
the e edges form a continuous chain. The other ex-
treme case is when the e edges are node-disjoint, i.e.,
chains of length 1. In the former case, the number of
solutions of the restricted TSP is seen to be '"~^~ '',
which is smaller than the original solution space by
a factor of O(ne). In the latter case, the solution
space reduces to 0{e 2~e )» this represents a reduc-
tion in search space by a factor of O(ne/e), a substan-
tial pruning.

4.1 Algorithms for Problem Reduc-
tion

The problem reduction at any level consists of two
steps, (1) Identification of Common Edges, and
(2) Problem Collapsing. Identifying common edges
among k tours on n cities may be carried out using
an 0{n2k) algorithm in a straight forward way. Since
there are (^) possible edges in an n-city problem,
we maintain a score for each of these O(n2) edges;
this score indicates the number of tours in which the
particular edge is present. The edge is "common"
only if it satisfies the above definition. In the actual
implementation, the algorithm can be substantially
speeded up by breaking the score computation if the
edge Under consideration cannot possibly satisfy the
commonality condition.

In order to derive the reduced TSP, an O(e + s2l)
algorithm suffices, where e is the number of common
edges, s is the number of cities in the smaller problem,
and I is the size of the larger problem. In the first
step, our algorithm identifies whether or not a city is a
"super city", and, if so, computes the list of cities that
the super city represents. This is done by examining
each common edge sequentially. We shall use the term

town to refer to a city or a super city. The description
of each town t (along with the list of towns town i
represents and the order in which these towns are to
be visited) is known as the link information L, The
objective of the second step is to identify the distance
matrix W for the smaller problem; in other words,
we must compute the distance between every pair oi
towns. If towns i and j are cities, then the distance
between them is simply copied from the W matrix
of the previous level. If a town i represents a super
city and town j represents a city, then the distance
between the two towns is the minimum distance from
j to any one of the cities in i. The distance is similarly
defined when i and j are both super cities.

5 Tour Expansion

When the search-and-learn algorithm of Figure 1 com-
pletes the repeat loop, we have the following trace in-
formation which is organized by levels. At each level,
we have ni, the number of towns at level i Wi, the
weight matrix, and Li, the link information at level i.
At the final level I, we compute a tour of on the ni
towns using an enumerative technique. For instance,
if the final level contains only 3 towns, there is only
one possible final tour. An enumerative technique
such as Branch-and-Bound may be employed when
3 < ni < 10. The choice of ni determines the num-
ber of levels and the effort involved in computing the
final tour of the towns. A large value of ni increases
the latter, while a small value tends to increase the
former.

The tour expansion consists of expanding the final
tour of the towns into a final tour on the cities. This
is done is a level by level manner, working backwards
from the last level to level 0. The trace information
saved during the "repeat" loop is used for this pur-
pose. We have modelled the expansion problem in
the following way. Let t be a town representing nt
towns. Recall that with each town t we associate a
chain (Hamiltonian path) of the nt towns represented
by t. We shall associate a Boolean variable 6t with
each town t which is defined as follows. 6t is set to 0
(or 1) if the chain associated with the town t will be
visited in the clockwise order (or anticlockwise order).
Starting from a tour at level i, we can construct the
tour at level i — 1 by associating suitable values to 6%
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for each town t at level i. There are 2n i assignments
possible at any level i, and each of these results in a
tour at level i — 1. Thus, the tour expansion problem
does not appear to be easy. We used a greedy heuris-
tic for tour expansion which is depicted in Figure 4.

The greedy expansion heuristic begins with a so-
lution 6 in which all bits are set to 0. In the first
iteration, it examines the solutions that can be ob-
tained by inverting a single bit in 6. The best of these
solutions is retained for the next iteration. In general,
at the jth iteration, the effect of inverting j bits is ex-
cimined. The concept is illustrated in Figure 5 which
depicts the tree-like search conducted by the greedy
expansion algorithm for expanding a tour on 5 towns.

The complexity of expanding a tour on n* towns us-
i.ig the greedy heuristic is O{Y^X-X{ni —j)), or simply
Q(n|) . The total time spent in the expansion process
is> therefore bounded by O(n2t) where I represents the
number of levels. The value of £ further depends on
the choice of ni and on the problem instance itself. In
our experimentation on benchmark circuits, we found
m is quite small compared to n even if we set ni to 3.

6 Parallel Implementation and
Results

We have implemented a sequential version (on Sun
SPARC) and parallel version (on a Meiko transputer
array) of the search-and-learn algorithm described in
tt.e previous sections. The software consists of about
3(100 lines of C code. We first implemented the serial
version and analyzed its performance against large
problem sizes (n = 140, n = 532, n — 2000, etc.)
to identify the most compute-intensive steps in the
program. We observed that the time consumed in
the local searches (step S2) overshadows all the re-
maining steps. The time taken by the collapsing pro-
cedure (steps S3 and S4) and the expansion proce-
dure (S6) are a negligible fraction of the time spent
in S2. Therefore, we decided to parallelize only the
local searches. Our parallel computing platform is a
multiprocessor and we carry out the collapsing and ex-
pansion sequentially in processor 0. Thus porting the
serial code to the parallel environment was relatively
straightforward, especially since the Meiko Comput-
ing Surface also supports a C compiler (mcc) [5].

We used the well known "processor farming" model

in our parallelization. At any level j, the processor
0 (farmer) computes <t>{rij) and generates an array
seeds of fi2i2 of positive integers that are relatively
prime to nj. The array seeds is then broadcast to all
the processors (workers). When there are p proces-
sors, processor i (0 < i < p) uses seed[i], seed[i + p],
seed[i + 2p], • • • to generate the initial tours necessary
for the local searches conducted by i. When i&l is
a multiple of p, this strategy ensures that the load is
fairly balanced; when the above condition is not met,
a processor may carry out at most one extra local
search compared to the others. Since processors must
synchronize before the common edges can be identi-
fied and the problem reduction can be carried out,
some of the processors will idle when the size of the
seeds array is not a multiple of p. This is one of the
reasons why an optimum speedup of p is not realiz-
able by the parallel algorithm. The other reason is the
communication overhead in the algorithm; the proces-
sors must communicate the local tours to Processor 0
at the end of the local search step S2, and processor 0
must broadcast the seeds array to all processors be-
fore local searches can begin. Due to these overheads,
the speedup realized for large problems is slightly less
than p (see Figure 2).

We have benchmarked our algorithm against some
large problems such as the 532-city problem intro-
duced by Padberg and Rinaldi [6]. Since several au-
thors use this benchmark, we shall compare our re-
sults on this problem with the published results. The
best known solution for the 532-city problem was ob-
tained by Padberg and Rinaldi and is 27686. In [7], a
solution of 28285 was obtained using parallel random-
ized search; the time taken was roughly over 3 CPU-
days on an Intel iPSC/2. The authors of [1] obtained
a solution of 28790. We obtained a solution of 28707
using slightly less than 5 hours on the Meiko trans-
puter; the tour obtained by our algorithm is shown
in Figure 6. We also considered several other classic
problems to test the efficacy of our algorithm. One of
these is an instance of the TSP on 146 cities which lie
on concentric circles. An optimum tour in this exam-
ple must necessarily travel along the circumference oi
the circles, crossing from one circle to another along
cities which lie on a radial line. Our solution to the
circular TSP problem is shown in Figure 7; it may be
seen that the solution is more or less optimal except
for two bad moves - the tour would be optimal if we
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travelled along the edges (c, b) and (d, e) instead of
(a, b) and (c, <i).

In Table 2, we list the relevant data about the
benchmark problems which we attempted. 52, S3,
and 54 indicate the speedups obtainable using 2, 3,
and 4 transputers respectively. (We could not use
higher number of processors since transputers are
heavily loaded with user jobs.)

7 Conclusions
In this paper, we have shown that parallel processing
can be used to explore a larger portion of the search
space in solving difficult combinatorial optimization
problems. The Search-and-Learn technique described
here is general enough to be applied to other opti-
mization problems of a combinatorial nature. For in-
stance, consider the linear placement problem where
the objective is to place n circuit blocks in a row such
that the total estimated wire length is minimized. Lo-
cal search algorithms based on swapping of adjacent
blocks are known to yield good solutions to the prob-
lem. The Search-and-Learn technique can be used to
solve the linear placement problem; we identify sev-
eral initial placements carefully and carry out multiple
local searches. The local optima can then be exam-
ined for consensus decisions of the form "place block
A next to block B".

procedure SolveTSP(n,W,T);
(* n is the number of cities.

Wij is the distance from city i to city j.
T is the final tour. *)

begin
i := 0; (* i represents the level *)
m :— n; (* Problem size at level 0 *)
repeat

Generate $&i± initial tours;
(* Described in Section 3 *)

SI

S2

S3

S4

for each initial tour Tj found above
rj :— lsearch(Tj);

(* Find local optimal tour *)
d := CommonEdges{n, &~&, Hour);
{* Ci : set of common edges at level i
{TH+I, Wi+i, Li) := Reduce(rii,Ci, Wi
(* Derive a smaller TSP;

Li is the link information at level i
(Section 4)*)

Save rii, Wi,Li\

;
until Ci — $ or n* < neasy;
levels := i;
last := i — 1;

55 SolveSmallTSP(nia!!t,Wlast,Tlasty,
56 T := Expand(nla,u Tlast, levels, Wlast, L,ast);
end
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procedure StartingTours(n);
begin

for i:- 1 to |
if GCD(i, n) - 1 then begin

k:= 1;
for j :— 1 to n begin

toun[j] - k;
k — k + i;
if k > n then k :— k — n;

end
print tow;;

end
end

Figure 2: Generation of Initial Tours

procedure Permsort(P, n)\
(* Input P is a permutation of 1 • • • n
with P( l ) = 1. *)
begin

for i :— 1 to n
if P(i) jz i then begin

; = indea:(P, i);
(* Find j such that P[j] = i *)

Reverse(i, j);
(* Reverse the order of elements P[i + 1] • • • P[j — 1] *)

P(i) = i;
end ;

end

Figure 3: Sorting a Permutation
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procedure GreedyExpand(i, rii, Wi, Li);
(* i represents a level number and rc.,, Wi, Li
are described in the text *)
begin

for each town t at level i do
set 6t :— 0;

(* Start with "all clockwise" solution *)
solution — <5;

(The bit vector representing the solution *)
for ; :=: 1 to n̂  do
sequentially generate a new solution by

inverting j bits of 6;
if new solution is better

than the best solution thus far then
set solution to the new solution;

end

Figure 4: Greedy Expansion Algorithm
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Figure 5: Expanding a tour on 5 towns using the
Greedy Expansion Heuristic.

Table 1: Efficiency of Parallel Search
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Figure 6: Solution for the 532-city Problem using Par-
allel Search-and-Learn Technique.
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n

532
108
146
150
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Tour

28707
556

14883
42490
3281
349

#
lev.
11
5
5
5
6
2

T,

27 h.
3 m.
9 m.
17 m.
40 m.
1 s.

s2
1.98

1.7
1.96

1.93

1.89

.91

s3

2.9
2.47
2.86
2.84
2.8
.88

S

3.8
3.1
3.7
3.6
3.5
.8

Table 2: Results obtained on Benchmark Problems.
Ts is the sequential time measured on a Sun SPARC.
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Figure 7: Solution for the Circular TSP using Parallel
Search-and-Learn Technique.
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