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ABSTRACT 
It is widely accepted that use of an Application Specific In-
struction Set Processor (ASIP) in an embedded system can 
provide a solution which is much more flexible than ASICs 
and much more efficient than standard processors in terms 
of performance and power consumption. However a lack 
of an acceptable design methodology and supporting tools 
for ASIPs limits their use even today. We present in this 
paper a methodology for design space exploration of high 
performance VLIW ASIPs by modeling Application Specific 
Functional Units in Trimaran Compiler Infrastructure. To 
demonstrate the effectiveness of our strategy we consider 
two important applications FFT and Kalman Filter and 
perform compute intensive operations in these applications 
via special Functional Units. The results we obtain are very 
promising with up to 2x speed improvement. 
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1.    INTRODUCTION AND MOTIVATION 
With the cost of silicon area decreasing, it is becoming 

more and more attractive to trade-off this area for the in-
creased flexibility which an ASIP can provide. However, 
design methodologies and tools do not exist which can de-
liver ASIP designs suitable for embedded systems with chal-
lenging demands on performance. The work reported in this 
paper is aimed at developing a methodology for design space 
exploration and synthesis of high' performance ASIPs. 

In order to deliver high performance, an ASIP must ex-
ploit the instruction level parallelism (ILP) available in the 
given application. This points to VLIW architecture as a 
possible choice because it offers a better possibility of cus-
tomization [1]. The number of Functional Units (FUs) and 
their organization into clusters (known as clustered VLIW 
architecture) is one dimension of architectural space which 
has already been explored [3]. The types of FUs and in-
troduction of application specific FUs in the architecture is 
a relatively less explored dimension. Hence we consider a 
VLIW architecture which consists of a core set of FUs aug-
mented with application specific coarse grain FUs. Special-
izing or customizing FUs for operations (or group of opera-
tions) occurring in a given application can potentially lead 
to high performance gains because of the following consider-
ations [4]: (a) If the operands of an operation have a limited 
resolution (bit width), FU hardware can be simplified and 
made faster, (b) By chaining a sequence of operations in an 
FU, the computation time can be reduced, (c) Concurrent 
operations within a group can be more easily parallelized 
than parallelization across the FUs. Further, by mapping a 
group of operations to an FU, access to register file for the 
intermediate results is avoided. This reduction in register 
pressure has a beneficial effect on performance.  ■ 

In order to evaluate the performance of an architecture 
for a specific application, one can follow an estimation based 
approach or a simulation based approach. The estimation 
based approach yields quick, but inaccurate results.  Hence 



for fine grain performance comparison of various architec-
tures one needs to simulate the architecture running the code 
of the application. For VLIW processors, this is impracti-
cal without a compiler. To support architecture exploration, 
the compiler as well as the simulator need to be retargetable. 
Trimaran [5] though limited in terms of architectural space 
provides such tools. 

In this paper, we present a framework built around the 
Trimaran infrastructure, which allows us to study the ef-
fect of application specific FUs on performance. We assume 
an executable specification in C and suggest a methodol-
ogy to observe the effect of putting hardware accelerators 
for speeding up specific portions of the code. This paper is 
organized as follows: Section 2 describes the space of target 
architectures, Section 3, describes the performance evalua-
tion framework, Section 4 describes the extensions to Tri-
maran for introduction of application specific FUs, Section 
5 describes the case studies for validation of the work and 
finally Section 6 summarizes this work and also discusses 
the possible future directions. 

2.    SPACE OF TARGET ARCHITECTURES 
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Figure 1: A typical VLIW ASIP Architecture 

The target architecture which we consider for ASIP syn-
thesis is as shown in Figure 1. It is essentially a VLIW pro-
cessor with a core to support the usual fine grain operations 
like add, multiply, compare etc., augmented by application 
specific extensions. These extensions are centered around 
some medium or coarse grain FUs defining new instructions 
for implementing some critical functionality of the specific 
application. Actually the fine grain core may not be ab-
solutely rigid, but generic in some limited Sense. Further, 
it provides a default set of resources which are adequate to 
implement any part of the application. 

Our focus in this paper is on exploring the use of coarse 
grain FUs for obtaining high performance ASIP architec-
tures. We now look at the spectrum of custom FUs which we 
consider in the design space exploration. At one end of the 
spectrum there are multiple input single output units with-
out any memory accesses and control, termed as MISOs [6]. 
This is the simplest generalization of basic fine grain oper-
ations which typically take one or two inputs and produce 
one result. The next conceivable generalization is to al-
low multiple outputs to be produced by an FU, making it a 
MIMO or a multiple input multiple output unit. The cycles 
in which various operands of a MIMO are input and results 
are output, relative to the beginning cycle, define the I/O 
time shape of such a MIMO [7]. If the cycles in which I/O 
occurs are fixed, the time shape is considered to be rigid. 

On the other hand, if the I/O operations are hold-able, that 
is the cycles in which they occur could be delayed, the time 
shape is said to be flexible which eases scheduling. A Basic 
MIMO takes all its operands from register files, therefore a 
further extension can be in terms of considering MIMOs 
with load/store which are capable of accessing the mem-
ory. An orthogonal dimension is whether conditionals are 
permitted within a FU or not. This further enhances its 
scope but it causes the latency of the FU to be variable. 
Such variable latency makes pure VLIW kind of schedul-
ing difficult. One can even think of mapping loops to an 
FU with even the loop control inside the FU but again this 
will require some run time control and synchronization, e.g. 
handshaking. 
 

Name Inputs 
and 
Sources 

Outputs 
and 
Dests. 

t/D Policy 

M1SO Multiple 
(Regfile)

Mingle 
(Regfile) Flexible or Rigid 

JV11MO Multiple 
(Regfile) 

Multiple 
(Regfile) Flexible or Rigid 

M1MU 
with 
LD/ST 

Multiple 
(Regfile or 
Memory) 

Multiple 
(Regfile or 
Memory) 

Flexible or Kigid for 
Regfiles. Block 
LD/ST 'at beginning 
and end of operation 

Table 1: Architectural spectrum of custom FUs 

3.    FRAMEWORK FOR PERFORMANCE 
EVALUATION 

Here we consider Trimaran Compiler Infrastructure 
as the framework for performance evaluation. The Trimaran 
system is based on the HPL-PD architecture which is a 
pararneteric processor architecture conceived for research in 
instruction-level parallelism. The HPL-PD opcode reper-
toire, at its core, is similar to that of a RISC-like load/store 
architecture, with standard integer, floating point {including 
fused multiply-add type of operations) and memory opera-
tions. We map the core part of our target architecture to 
the HPL-PD architecture. 

The Trimaran compiler infrastructure, as shown in Figure 
2, consists of a compiler front-end, IMPACT, compiler back-
end, Elcor [2], and a simulator generator. The framework is 
parameterized using a machine description facility, HMDES 
[10]. We briefly describe each of these tools. 

The IMPACT compiler system, is used by the Tri-
maran system as its front end- This front-end performs, 
ANSI C parsing, code profiling, classical code optimizations 
along with block formation. 

The High Level Machine Description Facility or 
HMDES is the machine description language used in Tri-
maran system. This language describes a processor archi-
tecture from the compiler's point of view. To this end it 
specifies the instruction format, resource usages and reserva-
tion tables, latency information, operation information and 
some compiler specific information. The instruction format 
conveys what operands are allowed by each type of opera-
tion, resource usages specify how operations use processors 
resources as they execute and latency information specifies 
how to calculate dependence distances between operations. 
Finally, operation information specifies the operations sup- 
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ported by the architecture, and describes each of them in 
terms of there Scheduling Alternatives which includes the 
format, resource usage and latency. 

Elcor is Trimaran's back-end for the HPL-PD architec-
ture. It performs three tasks: (a) code selection and schedul-
ing, (b) register allocation, (c) machine dependent code 
optimizations, Elcor is parameterized by the machine de-
scription facility to a large extent. As shown in Figure 2, it 
takes as input the bridge code produced by front-end along 
with a HMDES machine specification and produces an El-
cor IR file. The IR is annotated with HPL-PD assembly 
instructions. The internal representation of Elcor IR con-
sists of a set of C++ objects. All optimization modules in 
the Elcor IR use the interface provided by these objects to 
carry out optimizations. Optimizations are simply IR to IR 
transformations. 

The Trimaran framework also consists of a simulator 
which is used to generate various statistics such as compute 
cycles, total number of operations, etc. 

The limitations of the Trimaran framework are that firstly, 
it is built around the HPL-PD architectural domain. Hence, 
it only supports operations which are a subset of HPL-PD 
operations. Secondly, the Trimaran framework does not 
completely support clustered VLIW architecture. It has a 
singie register file of each type (e.g. integer regfile, floating 
point regfile etc). Each integer FU accesses the same integer 
regfile. Hence, we cannot evaluate performance for clustered 
architectures. 

4. EXTENDING TRIMARAN 
INFRASTRUCTURE 

In this section, we consider the problem of introducing 
coarse grain FUs in a compiler infrastructure. We assume 
that the compiler infrastructure consists of a machine de-
scription facility, a compiler front and back end and a retar-
getable simulator. 

The first step involves defining a new machine operation 
O and a new resource R in the system. The operation O 
will be performed by R which corresponds to a coarse grain 
FU in the architecture, The operation 0 will be defined in 
terms of the operation format, operation latency and the re-
source usage. After this the compiler needs to be modified 
so that it is able to generate code for this new operation. 
For this one requires a retargetable compiler parameterized 
with the machine description. The front end should be able 

to identify the pattern corresponding to 0 in the application 
source code and emit the appropriate Intermediate Repre-
sentation (IR). The back end should be able to generate 
code corresponding to this IR. The former is in general a 
very hard problem as all the information cannot be coded 
in the machine description, which will enable the front end 
to identify the pattern in the source code corresponding to 
coarse operation O. 

Another approach could be that the front end remains 
unchanged. The application code is itself modified so that 
the desired computation (to be carried by coarse grain FU) 
is replaced by an external function call. The IR will consist 
of nodes corresponding to this function call. Then one can 
modify the IR itself to replace these nodes by a new node 
corresponding to the operation O. The back end will then 
treat this node as any other standard machine operation 
(e.g. ADD) and generate code for it. Finally one needs to 
define the operation semantics inside the retargetable simu-
lator so that various statistics can be generated. 

We take the latter approach to extend the Trimaran in-
frastructure. Each new operation is represented in terms 
of an external function call. The function name and coarse 
grain FU binding is implicit. The function name itself spec-
ifies to which FU it should be bound. We identify the func-
tion call in the IR. of the code and replace it with a coarse 
grain operation in the IR,. There is a one to one mapping 
between the coarse grain operation and the name of the 
function in the application code. The operation now propa-
gates through the whole suite of optimizations done by the 
compiler. We also define the semantics of the new operation 
in the Trimaran simulator. 

The Trimaran framework has no notion of register file 
ports. It assumes each regfile to have an unlimited num-
ber of ports. We incorporate the notion of regfile ports 
in the framework with parameterized number of read/write 
ports corresponding to each regfile. This is an essential con-
straint in VLIW ASIP design as access time, area and power 
consumption sharply increase with the number of ports in 
a register file. The modified framework is shown in Fig-
ure 3. The shaded portion represents those parts of the 
framework which have been modified, with changes indi-
cated along with each part. We have successfulSy modeled 
the three classes of FUs described above, MISOs, Basic MI-
MOs and MIMOs with LD/ST. In the following paragraphs 
we describe each of these. 

4.1    Modeling MISOs 
We have identified and successfully tested the following 

approach for introducing MISOs in the Trimaran Compiler 
Infrastructure. The application program in C consists of 
a prototype declaration of a function which the user wants 
to perform via a special functional unit. This is illustrated 
with the help of an example : 

main(){ int  
a , b , c , d ;  a=3;   
b=4;   c=5; 
//The following computation //is 
to be done via special FU d= 
(a+b)*(b+c)*(a+c); 

Let us define a new functional unit which takes in 3 inputs 
a, b and c and produces one output d. For defining the new 
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Figure 3:  Modified Trimaran Framework 

functional unit we declare a prototype function in C; i.e., we 
do not define its functionality but only declare its interface. 

int miso_fun(int a,  int b,   Int  c)   ; 
main(H 

int  a,b,c,d; 
a=3;  b=4;   c=5; 
d = miso_fun(a,b,c); 

} 
Since the function is not completely defined inside the ap-

plication, after passing through the front end it appears in 
the form of an external function call in the Trimaran bridge 
code along with the relevant annotations which consists of 
name of the function etc. After first pass through Elcor it 
appears in the form of two Elcor Operations PB-ft-R(prepare 
to branch) and MZfbranch and link). We identify this com-
bination of PBRR and BRL corresponding to the prototype 
function in the IR and replace this combination by a new 
node in the IR which corresponds to a new Elcor Operation 
and represents the FU which we want to introduce. The 
source and destination operands of this new Elcor Opera-
tion are the same as the source and destination operands of 
the prototype function call 

Finally the semantics of the new operation are defined in 
the simulator which involves defining destination as a funcT 
tion of sources.  As illustrated in Figure '4, we consider an 

tions corresponding to misoJun function call are replaced by 
NEW_OP and other such combinations remain unchanged. 
The new operation is also defined in MDES (with opcode 
MNEWOP) which involves defining its Operation Format , 
Number of Resources (FUs), Operation Latency, Resource 
Usage and the Reservation Table. 

4.2    Modeling MIMOs 
Since a function cannot return more than 1 value by def-

inition, we take a slightly different approach here. Instead 
of a prototype function returning a value we consider a void 
function. We reserve some registers (through the C code 
itself, by giving some compiler directives) and the function 
returns values in those registers. This is illustrated by the 
following example: 

main(){ int  
a , b , c , d ;  a=4;   
b=5; 
//The following computations 
//are to be done via special FU 
c = a+b; d = a-b; printf(c,d); 

Let us define a new functional unit which takes in 2 inputs 
a and b and return outputs (a+b) and (a-b). Hence it is a 
MIMO. The application consists of void prototype function 
declaration. 

void mimo_fun(int a,  int b) ; 
main(){ ■ 
int  a,b,  retl,ret2; 
//Some  code  and directives 
//to reserve registers 

inimo_fun(a,b) ; 
//Values will be returned in retl k ret2 
printf(retl,ret2); } 

As in the previous case the prototype function call appears 
as a combination of PBRR and BRL in the Elcor IR. But 
now in addition to replacing the above combination by a 
new Elcor Operation we set the destinations of operation as 
the registers reserved for this purpose (that is registers cor-
responding to variables retl and ret2 in the above example). 
The operation is also defined in MDES and its semantics are 
defined in the simulator, 
4.3   Modeling MIMOs with load/store 

To handle MIMOs with capability of interaction with 
memory we make modifications only in the MDES. Basi-
cally in the reservation table corresponding to the operation 
we also reserve memory units in each, time unit where in-
teraction with the memory is required. We have multiple 
memory units in the system, so one of the units is reserved 
for performing this operation while others can handle nor-
mal load/store operations. The architecture assumes each 
LD/ST unit has port's to memory so they can be active si-
multaneously. While making the function call we also pass 
the addresses of the memory locations from which data is re-
quired. In the first few cycles of the operation memory resi-
dent data is accessed with the help of LD/ST unit and stored 

i-Op [d] [a b c] s_tlma<1)

Figure 4:   Modifications in Elcor IR

example of a part of IR. in which the PBRR and BRL opera- 



in local buffers. Then the computation is performed and fi-
nally data is written into the memory, if required, again with 
the help of LD/ST unit. The semantics are handled in the 
simulator in a similar way as for basic MIMOs. 

4.4    Imposing Register Port Constraints 
The Trimaran framework has no notion of regfile ports. 

It primarily has 1 regfile of each type (GPR, control regfile, 
floating point regfile, branch target and predicate regfile). 
The scheduler, for example can schedule any number of in-
teger operations in parallel depending on the availability 
of resources. This implies each regfile has infinite number 
of ports in theory. So we impose these port constraints in 
the architectural framework because all the special FUs like 
MIMOs will have a large no. of sources and many destina^ 
tions. To incorporate these constraints we build a Time X 
Regport table for read as well as write ports in which at each 
instant of time corresponding to each regfile the utilization 
of its read/write ports is maintained. Before scheduling any 
operation the table is checked for availability of read/write 
ports along with the availability of resources. In the rigid 
I/O time shape model if a particular FU has more sources 
than the number of read ports or more destinations than 
the number of write ports then the ports are reserved in the 
very next time instant, i.e., the cycles in which I/O occurs 
is fixed. 

In the flexible I/O time shape model an FU is divided 
into various stages and the number of sources and desti-
nations in each stage lie within the maximum number of 
read/write ports. A flow dependency edge is added between 
each stage to ensure each stage is scheduled after its pre-
decessors are scheduled depending on the availability of re-
sources and ports. But it is flexible in the sense that stage i 
can be scheduled anytime after stage i-1 has been scheduled. 
This is shown in Figure 5. 

 

tation of the butterfly operation, The butterfly operation 
is shown in Figure 6. In this application we replace the but- 

a+bw 
a = ar + i(ac) w = wr + 
i(wc) b = br + i(bc) i=  J- i  

Figure 
6: 

Butterfly Operation 

terfly operation which has 6 sources (as each of the 3 sources 
are complex numbers) and 4 destinations with a Multiple In-
put Multiple Output FU. The model conforms to the rigid 
I/O time shape model with each regfile having 4 read ports 
and 2 write ports. The latency of the butterfly operation is 
set to 8. 

 

Figure 7:  Data flow graph of butterfly operation 

We implement the DFG shown in Figure 7 in the 6-4 
MIMO corresponding to the butterfly operation. The high-
lighted portion represents one of the many critical paths. 
The length of the critical path is 8, assuming 4 reads and 
2 writes are permitted in each cycle. The shaded portions 
represent the read and write operations. The latency of the 
multiplication operation in the base architecture is 3, whilst 
that of arithmetic operations is 1. The results of introduc-
tion of the new functional unit are shown in Table 2. 

 

5.    CASE STUDIES 

5.1    Fast Fourier Transform (FFT) 
To illustrate the concept of MISOs and MIMOs and to 

evaluate the performance gain when special functional units 
are present in the system we consider a standard N-point 
FFT application. FFT forms the heart of many image trans-
formation packages, thus is an interesting application to con-
sider speed up. The heart of FFT is the repetitive compu- 

 

n-point 
FFT 

Without     Spe-
cial FU (cycles) 

With      Special 
FU (cycles)

2 236 2uy 
4 549 341 
8 1209 583 
16 2649 1081 

Table 2: Compute cycles for varying n in FFT 

Table 2 shows that as the value of n increases the number 
of butterfly operations also increase and therefore perfor- 
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Figure 5: Flexible I/O Time shape
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mance gain also increases. For n=16 the speed improvement 
is almost 2.5 x. 

We have also implemented the flexible I/O timeshape model 
corresponding to the FFT application. The results obtained 
are similar to as in the rigid case. 

5.2    Kalman Filter 
The Kalman filter [8] is a set of mathematical equations 

that provides an efficient computational (recursive) solution 
of the least-squares method. The filter is very powerful in ■ 
several aspects: it supports estimations of past, present, and 
even future states, and it can do so even when the precise 
nature of the modeled system is unknown. The Kalman 
filter basically consists of two main functions predictstate 
which predicts the state of the system and kalman^update 
which updates the system. We built special FUs to perform 
various frequently occurring operations in these functions. 
Many of these operations involve manipulation of various 
arrays which involved handling memory within the AFU. In 
all, we introduced 5 MISOs with load/store to handle the 
various operations. The description of each AFU is shown in 
Table 3. The semantics are specified in the form of destination 
as a function of sources, where st represents the ith source of the 
AFU an d; represents the i t h  destination of the AFU. The 
latency of each FU conformed to the amount of 
 

AFU 
No. 

No. of  
Inputs 

No.   ' 
of out-
puts 

Semantics 

1 5 1 dl = (si + (S2*(s3+S4 + S5*S2)))
2 3 1 di = (si + (s2*s3))
3 5 1 dl=(-Sl*S2+S3*S4)/s5
4 5 1  ■  di = (si+S2*S3+s4*s5)
5 5 1 d1=(Sl-S2*S3-S4*S5) 

Table 3: Kalman Filter AFUs 

computation involved and the model followed was rigid I/O 
time shape model. The number of read ports in each regfile 
were 3 and number of write ports were 2. The results 
obtained are shown in Table 4. 

 

I1'unction Without 
Special 
FU(cycIes) 

With 
Special 
FU(cycles) 

.Predict .State 699 498 
Kalman Update 774 342 

Table 4: Kalman Filter Results 

We have used 3 special FUs in the kalman-update function 
and 2 special FUs in the predict.state function, the perfor-
mance is better in the case of latter because there were more 
operations that could be mapped to these special FUs than 
the former case. As can be observed from Table 4, the num-
ber of .cycles have come down to less than half in the pre-
dict .state function, which implies a fairly large performance 
gain. 

6. CONCLUSION AND FUTURE WORK 
We have presented a framework to quickly evaluate the 

performance gain obtained when special application specific 
functional units are introduced in the architecture.    The 

framework can be used for extensive design space explo-
ration and the user can experiment by mapping various 
compute intensive parts of the application to special FUs in 
hardware and comparing the relative performance estimates 
under accurate implementation constraints. This can ease 
the synthesis of ASIPs corresponding to these set of applica-
tions. Research is going on in the area of automatic topology 
based identification of instruction set extensions for embed-
ded processors [9]. Currently the potential candidates are 
identified manually. A possible future work can be to create 
an automatic identification-evaluation framework, which au-
tomatically identifies the potential candidates based on some 
speedup factors associated with each instruction and then 
evaluates them using this extended Trimaran framework for 
possible gains. The modeling does not take into account the 
relative cost of the special FU. A possible extension can be 
an introduction of cost model which evaluates the area cor-
responding to each special FU so that one can even evaluate 
the performance-area trade off. Besides, the FUs are of lim-
ited complexity, one can extend the framework to introduce 
FUs which are capable of handling conditionals and loops 
also. Currently,the changes required in the Trimaran frame-
work for the introduction of any particular FU are manual. 
We are making efforts to automate it to the extent possible. 
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